[Proceeding] A Fault Injection Environment for Microprocessor-based Board

Original Citation:

Availability:
This version is available at: http://porto.polito.it/2499850/ since: July 2012

Publisher:
IEEE

Published version:
DOI:10.1109/TEST.1998.743259

Terms of use:
This article is made available under terms and conditions applicable to Open Access Policy Article ("Public - All rights reserved"), as described at http://porto.polito.it/terms_and_conditions.html

Porto, the institutional repository of the Politecnico di Torino, is provided by the University Library and the IT-Services. The aim is to enable open access to all the world. Please share with us how this access benefits you. Your story matters.

(Article begins on next page)
A Fault Injection Environment for Microprocessor-based Boards

A. Benso, P. Prinetto, M. Rebaudengo, M. Sonza Reorda

Politecnico di Torino
Dipartimento di Automatica e Informatica
Torino, Italy

Abstract

Evaluating the faulty behavior of low-cost microprocessor-based boards is an increasingly important issue, due to their usage in many safety critical systems. To address this issue, the paper describes a Software-implemented Fault Injection system based on the trace exception mode available in most microprocessors. The architecture of the complete Fault Injection environment is proposed, integrating modules for generating a fault list, for performing their injection and for gathering the results, respectively. Data gathered from some sample benchmark applications are presented. The main advantages of the approach are low cost, good portability, and high efficiency.

1. Introduction

Our society is facing an increasing dependence on computing systems, even in areas (e.g., air and railway traffic control, nuclear plant control, aircraft and car control) where a failure can be critical for the safety of human beings. A major problem in the development of safety-critical systems is the accurate determination of the dependability properties of the system. Unlike performance, fault-tolerance and reliability cannot be evaluated through the use of benchmark programs and standard test methodologies, only, but requires observing the system behavior when a fault appears into the system. Since MTBF (Mean Time Between Failure) in a safety-critical system can be of the order of years, fault occurrence has to be artificially accelerated in order to observe the system behavior under faults without waiting for the natural appearance of actual faults.

In many cases, Fault Injection [CIr95] emerged as a viable solution, and has been deeply investigated by both academia and industry. Several Fault Injection techniques have been proposed and practically experimented; they can basically be grouped into simulation-based techniques [JAR94], [DLP96], software-implemented techniques [KKAb95], [CMI95], [HSRo95], and hardware-based techniques [AAC90] [KLD94]. As pointed out in [LTA96], simulated fault injection is more suited for the early design phase, while physical fault injection (hardware- and software-implemented fault injection approaches) is more suited for the prototype and production phases of a system. The software-implemented approach can be effective when simple boards have to be analyzed, and hardware fault injectors, although generally less intrusive, are often too cumbersome and expensive.

This paper presents a software-implemented fault injection system, which is particularly suited for microprocessor-based boards. The main characteristics of the approach are the robustness, the reduced intrusiveness into the target system, the low cost (it does not require any special hardware device), the high speed (which allows a higher number of faults to be considered), the low requirements in terms of features provided by the Operating System, the flexibility (it supports different fault types), and the high portability (it can be easily migrated to address different target systems).

The kernel of the system is a Fault Injection Manager, which is based on the trace exception mode available in most microprocessors. A Trace procedure is automatically activated after the execution of every instruction, thus allowing the injection of the fault at the proper time, and the triggering of possible time-out conditions.

The overall system runs on two different units, connected by a serial port interface: a host computer and the actual target board. The communication
The paper is organized as follows: Section 2 describes the Fault Injection environment, and Section 3 reports some experimental results; some conclusions are eventually drawn in Section 4.

2. The Fault Injection System

As illustrated in Fig. 1, the fault injection system can be divided in three sections:

- the Fault List Manager (FLM) generates the fault list to be injected into the target system;
- the Fault Injection Manager (FIM) injects the faults into the target system;
- the Result Analyzer collects the results and produces a report concerning the whole Fault Injection experiment.

Since one of the main goals when setting up a Fault Injection environment is to minimize the intrusiveness into the target system, a host computer can be used to perform some of the tasks depicted in Fig. 1. The target system handles the serial communications exploiting the ROM monitor existing in most microprocessor systems for debugging purposes. The host computer stores the relevant input and output information for the whole Fault Injection process (e.g., the Fault List, and the output statistics) and allows an easy interface towards the user, without introducing any overhead during the Fault Injection experiment. This solution presents several advantages:

- The intrusiveness into the target system is minimal. Only a small amount of additional code is present on the target system. Nevertheless, no code modification is required on the target application.
The overall environment is more robust; in fact, if the target system crashes, the host computer can keep the control of the environment, reset the target system, and resume the execution of the experiment.

The fault list and the result information are safe; they cannot be corrupted by a target system crash or by an error in the memory area storing them.

The main disadvantage of this approach is the slowdown factor caused by the communication through the serial interface. Nevertheless, this configuration can run the test of the target code in a working condition as close as possible to the real one.

2.1. The Fault List Manager

The Fault List Manager generates a random fault list according to some input constraints. To include in the proposed Fault Injection system more sophisticated fault list generation capabilities, we implemented a set of the collapsing rules presented in [BRIM98] and briefly outlined in the following. They aim at avoiding the injection of those faults whose behavior can be foreseen a priori. In particular, we can remove a fault from the Fault List when:

- the fault is guaranteed to trigger an Error Detection Mechanism;
- the fault is guaranteed not to have any effect on the target system behavior;
- the fault is equivalent to another fault already existing in the fault list.

From a practical point of view, the implementation of the fault collapsing rules requires the availability of some information collected during a preliminary fault-free run of the target program. In particular we generated an instruction trace that includes the execution time, the address, and the operative code of all the executed instructions. The execution time corresponds to the number of instructions executed from the beginning of the experiment. The number of executed instructions is also exploited to trigger possibly time-out conditions during the actual experiments.

Moreover, the system saves a copy of the data segment containing the results that it produced at the end of the fault-free run. This copy is then used to validate the application results at the end of each Fault Injection experiment.

2.2. The Fault Injection Manager

The Fault Injection Manager (FIM) is the most crucial part in the whole Fault Injection System. It is up to the FIM to activate and to continuously monitor the execution of the target application once for each fault in the fault list. When the fault injection time is reached, the fault injection is performed according to the fault type (e.g., single bit-flip) and location specified in the fault list. The pseudo-code of the FIM is reported in Fig. 2.

```plaintext
void Fault_Injection_Manager()
{
  for(every fault f_i in the fault list)
  {
    Environment_initialization(f_i);
    in_parallel do
    {
      Execute_target_application();
      Inject_fault(f_i);
      Wait_for_completion();
    }
    Analyze_results();
  }
  return();
}
```

Fig. 2: Pseudo-code of the Fault Injection Manager.

Besides the target application code, in order to minimize the intrusiveness in the target system and to maintain the experiment as close as possible to the actual working conditions, only the Inject_fault and the Wait_for_completion modules are executed on the target board. All the other modules run on the host computer.

The following paragraphs describe the different modules that compose the overall FIM code.

2.2.1. Environment initialization

This module is executed before the beginning of each new fault injection experiment in order to set up a fault-free environment where to execute the target code. The fault-free initial environment is necessary to avoid that the effects of a previous fault (e.g., corrupted bit in data and code memory sections) be still present in the environment where the new experiment is run.

The first task of the environment_initialization module is thus to download from the host computer to the target board a fault-free copy of the target application program in the memory area where the program is going to be executed.

To prevent its corruption during the experiments, the fault list is stored on the host computer. The second task of this module is thus to transfer on the target board the information concerning the fault to be injected and the time-out condition (e.g., the maximum number of instructions which can be executed before the time-out condition is activated.)
2.2.2. Execute target application

This module starts the execution of the target code in trace mode. The Trace bit in the Status Register is enabled from the host computer using a ROM Monitor command. As depicted in Fig. 3, since the trace mode is enabled, after the execution of each assembly instruction a trace exception is triggered and the trace exception routine is executed. As explained in the following paragraphs, this routine is in charge of injecting the fault and triggering possible time-out conditions.

![Fig. 3: Target code execution flow.](image)

2.2.3. Inject fault

This module runs on the target board and is implemented by the trace exception routine. This routine is in charge of injecting the fault into the system: each time the procedure is executed, a variable that stores the number of executed instructions is incremented. As soon as this value matches the current injection time, the procedure performs the injection, e.g., flips a bit in the target memory or in a target microprocessor register.

2.2.4. Wait for completion

After the injection of a fault the target code can behave mainly in three different ways:

- it can terminate without triggering any hardware EDMs, possibly with a failure in some output data result;
- it can trigger an hardware EDMs, and therefore force the execution of the relative exception routine;
- it can enter an endless loop or force the system in an unknown state, and therefore cause a time-out condition.

In the first case it is necessary to understand whether the fault caused a Fail-Silent behavior (i.e., the results are correct) or a Fail-Silent Violation Behavior (i.e., the program terminated correctly but providing wrong results). Therefore, the Analyze_results() module should be able to verify the correctness of the results produced by the target application execution when it terminates without triggering any exception or time-out condition. It is up to the application programmer to write this procedure, which is highly dependent on the application itself. In our environment, the results produced by the target code are just compared with the ones computed during the preliminary fault-free run, but more sophisticated check procedures can be used if needed.

To detect all faults triggering an exception during the system activity, we exploited the microprocessor built-in exception handling mechanism. We used the exception routines provided by the ROM Monitor present on the target board; these routines stop the execution of the target code and output an error message on the serial interface.

In the third case, again the Trace exception routine is exploited to monitor the instruction counter; if its value exceeds a user-defined limit the experiment is terminated and a message is output on the serial interface.

In all cases, the host computer captures the termination message from the target board, and initiates a new experiment.

2.3. The Result Analyzer

The Result Analyzer module processes the system output behavior obtained through the Fault Injection experiments and produces a report concerning fault coverage information. The module runs on the host computer. Faults are classified according to four main categories:

- **Fail-Silent**: the fault has no effect on the system behavior.
- **Detected by an EDM**: the faulty system behavior triggers the activation of either a software or hardware EDM.
- **Fail-Silent Violation**: the faulty system behavior does not trigger any EDM, and the output results are different from the fault-free ones.
- **Time-out**: this category includes faults triggering the time-out condition. These faults alter the system behavior from a temporal point of view without triggering any EDM.

3. Experimental results

To evaluate the effectiveness of our Fault Injection approach, a case study is described below.

The prototypical environment we considered is a commercial M68KIDP Motorola board [Moto92]. This board hosts a M68040 microprocessor with a 25Mhz...
frequency clock, 2 Mbytes of RAM memory, 2 RS-232 Serial I/O Channels, a Parallel Printer Port, and a bus-compatible Ethernet card.

The Fault List Manager, the Fault Injection Manager and the Result Analyzer have been fully implemented in ISO-C and amount to about 2,000 source lines.

Some simple programs have been adopted as benchmark target applications:
- **Bubble Sort**: an implementation of the bubble sort algorithm, run on a vector of 10 integer elements;
- **Parser**: a syntactical analyzer for arithmetic expressions written in ASCII format. The program also implements a simple software Error Detection Mechanism, which consists in verifying the correctness of each part of the expression;
- **Matrix**: a program performing the multiplication of two matrices composed of 10x10 integer values.

For each target program, the fault list is composed of 30,000 randomly selected faults located in the code (10,000 faults) and data (10,000 faults) memory area, as well as in the microprocessor registers (10,000 faults).

Based on the fault list generated by the Fault List Manager, the Fault Injection Manager orchestrates the Fault Injection experiments, whose results are reported in Table 1.

### Table 1: Faults injection report for the faults injected in the code, data and registers.

<table>
<thead>
<tr>
<th>Fault Category</th>
<th>Code</th>
<th>Data</th>
<th>Regs</th>
</tr>
</thead>
<tbody>
<tr>
<td>Fail-Silent</td>
<td>58.10</td>
<td>66.11</td>
<td>70.81</td>
</tr>
<tr>
<td>Fail-Silent Violation</td>
<td>24.18</td>
<td>31.20</td>
<td>2.97</td>
</tr>
<tr>
<td>Detected by an EDM</td>
<td>15.75</td>
<td>2.20</td>
<td>17.09</td>
</tr>
<tr>
<td>Time-out</td>
<td>1.97</td>
<td>0.49</td>
<td>9.12</td>
</tr>
</tbody>
</table>

For each target program, the Fault Coverages figures concerning the whole fault list are reported in Table 2.

### Table 2: Summary of Faults injection results.

<table>
<thead>
<tr>
<th>Fault Category</th>
<th>Bubble Sort</th>
<th>Parser</th>
<th>Matrix</th>
</tr>
</thead>
<tbody>
<tr>
<td>Fail-Silent</td>
<td>60.62%</td>
<td>62.86%</td>
<td>32.09%</td>
</tr>
<tr>
<td>Fail-Silent Violation</td>
<td>26.35%</td>
<td>11.18%</td>
<td>52.19%</td>
</tr>
<tr>
<td>Detected by an EDM</td>
<td>11.98%</td>
<td>24.40%</td>
<td>14.54%</td>
</tr>
<tr>
<td>Time-out</td>
<td>1.06%</td>
<td>1.56%</td>
<td>1.19%</td>
</tr>
</tbody>
</table>

The Fault Coverage figures concerning the whole fault list are reported in Tab. 2.

To quantitatively evaluate the time required to perform a fault injection experiment using the proposed environment, we compared the total time reported in the last row of Table 3 with the one required to execute 30,000 time the same program with the same input data and without injecting any fault. The resulting ratio falls between 20 and 22 for the considered benchmarks.

### Table 3: Time required for the whole Fault Injection experiment.

<table>
<thead>
<tr>
<th></th>
<th>Bubble Sort</th>
<th>Parser</th>
<th>Matrix</th>
</tr>
</thead>
<tbody>
<tr>
<td>Total Time</td>
<td>1.455</td>
<td>2.279</td>
<td>2.537</td>
</tr>
</tbody>
</table>
the beginning of the target program execution to its termination, no communication is required on the serial line.

4. Conclusions

In this paper we presented a Software-based fault injection environment suitable to be used for fault coverage evaluation on microprocessor-based boards.

Our environment is composed of three main parts: the Fault list Manager to generate the Fault list, the Fault Injection Manager to perform Fault Injection, and the Result Analyzer to produce output reports.

During each fault injection experiment, the target application program is executed in trace mode and the fault is injected by a suitably modified exception handler routine. In this way, faults can be injected into any location accessible through an Assembly instruction. Faults are injected without any change in the target application code and with very limited intrusiveness in the system behavior, the only overhead being in terms of an increase in the execution time with respect to a fault-free system.

The approach is quite general and flexible, as it is based on common features supported by most microprocessors. Moreover, it does require neither dedicated hardware, nor any Operating System being present on the board, thus matching well the constraints of many low-cost embedded microprocessor-based systems.

To practically evaluate the feasibility of the approach, a software fault injection environment has been set up for a Motorola M68KIDP board. The preliminary results gathered on some simple benchmark programs have been reported to demonstrate the advantages of the approach.

References


